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The importance of sediment transport by released anchor ice pans to the annual
sediment budget is unknown. In order to quantify the amount of sediment
transported by anchor ice, the total surface anchor ice concentration is required. In
this study, two methods were used to obtain the digital images required to compute
this parameter: (1) flying an unmanned aerial vehicle with the camera pointed
directly downwards at the water surface and (2) using game cameras mounted on
bridges. The unmanned aerial vehicle (UAV) was flown over the Peace and North
Saskatchewan Rivers at various times over the winters of 2015-2016 and 20162017 to obtain high-resolution digital images of surface ice. Game cameras were
deployed from two bridges on the North Saskatchewan River during freeze-up in
2016. A machine learning model (support vector machine), was trained with 205
randomly chosen images with varying ice conditions and lighting. This model was
used to predict surface ice concentrations during the two winters by creating
representative binary images of the surface ice, from which surface ice
concentration can be easily calculated. The trained support vector machine was
found to outperform all other automated thresholding techniques and had an
average accuracy of 87% and an average absolute difference of 2% when compared
to manually calculated concentrations.

1. Introduction
This study presents a novel image segmentation method using machine learning to estimate the
total surface ice concentration from digital images under varying lighting and ice conditions.
Digital images of surface ice conditions were captured using an unmanned aerial vehicle (UAV)
and game cameras mounted on bridges looking down at the water surface in the 2015-2016 and
2016-2017 winters. These digital images were converted into binary images using a supervised
support vector machine (SVM) to calculate surface ice concentration. In this paper, the steps
required to train an SVM to calculate total surface ice concentration are described and preliminary
results are presented. The ultimate goal is to develop an automated machine learning model that
can accurately estimate the total surface ice concentration but that can also distinguish between
frazil ice pans and released anchor ice pans. This model will then be used in conjunction with
measurements of the sediment concentration in anchor ice pans to estimate instantaneous sediment
mass flux transported by anchor ice.
2. Background
2.1. Surface Frazil and Anchor Ice Pan Formation
The formation of frazil ice and subsequent anchor ice occurs in most northern rivers where open
turbulent water is supercooled (water temperature drops below 0°C) by freezing air temperatures.
Frazil ice particles form in the water column during a supercooling event and become rapidly
mixed by the turbulence. These newly generated frazil crystals are inherently adhesive or “sticky”
in nature and often freeze to surfaces they come in contact with, such as the river bed. These
immobile frozen frazil crystals on the river bed or other surfaces are then known as anchor ice.
Additionally, frazil ice particles can also flocculate together forming frazil ice flocs, which
eventually rise to the surface and form ice pans. Surface ice during freeze-up is typically comprised
of only frazil ice pans; however, occasionally anchor ice pans are observed. Anchor ice pans
observed on the surface are released from the bed by either mechanical (see Kerr et al., 2002) or
thermal means (see Tsang 1982). These released anchor ice pans normally contain entrapped
sediment which is then transported downstream, where the sediment is later released onto the bed
or suspended in the flow. The impact of anchor ice transport of sediment on a rivers annual
sediment is unknown (Kempema and Ettema, 2011). Preliminary studies by Kalke et al. (2016,
2015) attempted to quantify instantaneous sediment transport rates from digital images of anchor
ice releases, using basic image thresholding.
2.2. Thresholding Techniques
Thresholding is an image processing technique that attempts to separate objects within an image
from their background based on grayscale or individual colour channel pixel values. A simple
method that is sometimes used when thresholding images is to set a constant threshold that is
applied to all images. This type of thresholding is user-dependent and generally not practical as it
cannot adapt to changes over time in the image, which cause the histogram of grayscale values to

vary significantly with time (Russ, 2007). Typically a constant threshold is only applicable if the
histogram is similar between images (i.e. no changes in colour or brightness) (Russ, 2007).
Automated thresholding techniques can also be used so that image segmentation results are
consistent between users. These methods are able to adapt to images with varying histograms and
can be categorized into two major types, global and local thresholding (Ansari et al., 2016). Global
thresholding separates objects in a grayscale image from the background using one threshold
value; this value changes for each image. This technique can be performed by manually adjusting
the threshold between each image; however, this is time consuming and can produce different
results between users (Russ 2007). Global threshold selection through automated means is
preferable, the most common being Otsu`s Method (Otsu, 1979). Global thresholding often fails
if the objects of interest have significantly different gray values, even if the background is uniform
(Jähne, 1997). Significant spatial changes within the image can also cause pixel-based
segmentation methods to fail since only one threshold value is used in each image (Ansari et al.,
2016). The other method of automated thresholding is local thresholding. This method attempts to
solve the issue of spatial dissimilarity by changing the threshold value throughout the image with
regard to neighbour pixel intensities (Ansari et al., 2016). This type of thresholding in MATLAB
uses first-order statistics (i.e. mean or median) of pixels contained in a user specified
neighbourhood size to compute a threshold for each individual pixel.
2.3. Machine Learning with Support Vector Machines
Machine learning is a branch of artificial intelligence that predicts information or properties about
a given set of data using learning algorithms (Segaran, 2007). The data provided to the machine is
nonrandom and contains patterns, this allows a model to be trained to separate objects contained
in an image from the background (Segaran, 2007). Machine learning can be either supervised or
unsupervised, depending on if desired binary solutions or “class labels” to the data training set are
provided. Supervised machine learning provides the desired solutions of a given set of data to the
machine during training. Unsupervised learning does not provide solutions to a data set, but instead
has the model decide class labels based on data clustering (MathWorks, 2017).
The support vector machine (SVM) is a supervised learning model that uses learning algorithms
for classification or regression problems (Russell and Norvig, 2010). This type of model constructs
a linearly separated boundary that has the largest possible distance to points within in the same
class; these furthest points are support vectors (Segaran, 2007). Often data will not be separable in
its original space; however, SVMs have the ability to transform data into higher-dimensional space
and create a linear separating hyperplane (Russell and Norvig, 2010). These hyperplane separators
are nonlinear in the original space, which greatly expands the predicting capabilities of a SVM
over simple linear separators (i.e. simple thresholding for image segmentation) (Russell and
Norvig, 2010).

2.4. SLIC Superpixels for Image Segmentation
Superpixels are a convenient way to compute image features by capturing image redundancy,
which greatly reduces the complexity of the image for subsequent image processing tasks (Achanta
et al., 2010). This technique has proved useful for a variety of applications, namely image
segmentation. Superpixels are clusters of pixels created by implementing the SLIC algorithm
(Simple Linear Iterative Clustering) (Achanta et al., 2010). This algorithm determines how to
cluster pixels into superpixels by their L, a, b colour values and spatial x, y coordinates (Achanta
et al., 2011). The three coordinates of the LAB colour space represent the lightness, its position
between red and green, and its position between blue and yellow, respectively. SLIC superpixels
are used due to their overall performance (i.e. excellent boundary adherence, computation speed,
and memory usage) when compared to other superpixel algorithms (Achanta et al., 2011).
Superpixels are easy to implement for image segmentation as the only required parameter is the
desired number of superpixels (Achanta et al., 2010).
3. Study Sites and Image Acquisition
Digital images of surface ice conditions were acquired over the winters of 2015-2016 and 20162017 on two rivers in Alberta: (1) the North Saskatchewan River, and (2) the Peace River. Figure
1 and Figure 2 show the study locations on the North Saskatchewan River (NSR) and on the Peace
River, respectively. Digital images of surface ice conditions on the NSR in the City of Edmonton
were captured with Reconyx PC800 Hyperfire Professional game cameras mounted on the Dudley
B. Menzies Bridge and the Fort Edmonton Footbridge between November 15th and December 18th,
2016. Figure 3 shows the mounting brackets developed for the game cameras on both bridges in
the City of Edmonton. Three cameras were mounted on each bridge: (1) the left bank, (2) the center
of the channel, and (3) the right bank. Digital images with 3.1 megapixel resolution were acquired
from each camera at 1 minute intervals between 7am and 5pm throughout freeze-up.
Additionally, digital images were also captured with a Blade Chroma UAV equipped with a CGO3
4K camera on the North Saskatchewan River at the Genesee Boat Launch and on the Peace River
at the Dunvegan Bridge boat launch and Shaftesbury Ferry crossing. UAV flights to capture digital
images of surface ice conditions occurred on the Peace River between January 21st to 23rd, 2016
and on January 14th and 15th, 2017. UAV flights on the North Saskatchewan River occurred on
December 1st and 3rd, 2016. The UAV was flown perpendicular to the flow with its digital camera
pointed directly downwards at the water surface to capture high-resolution continuous video of the
ice conditions. Digital images were extracted from the continuous video at 5 second intervals in
MATLAB with a resolution of 8.3 megapixels.
The digital images acquired throughout the winters of 2015-2016 and 2016-2017 showed that the
ice and lighting conditions varied significantly. Figure 4 shows examples of digital images taken
with the UAV and game cameras throughout the two winters. This wide range of lighting and ice

conditions makes producing representative binary images through traditional thresholding
techniques difficult.
4. Model Development
The SVM used for image segmentation was trained in MATLAB using randomly chosen digital
images acquired by the UAV over the winter of 2015-2016 and 2016-2017 from all study sites. A
supervised method of training was chosen for the SVM; each digital image provided to the model
during training also requires the corresponding binary image that represents the ice cover. Figure
5 shows two examples of a digital image and the corresponding binary image used for training the
SVM. The binary images were created by basic colour thresholding, and then were corrected
manually using the photo editing software GIMP (GNU Image Manipulation Program) 2.0. Initial
colour thresholding for training images was done by trial and error in MATLAB’s “Color
Thresholding” built-in application. This application allows thresholds to be modified directly
while the corresponding binary image is shown. This manual colour thresholding is not capable of
producing exact binary images, and often images would need to be corrected in GIMP 2.0 to give
an accurate binary representation of the ice cover. The SVM was trained through supervised
learning using 205 digital training images and their corresponding binary images.
The model training was performed in three steps for each digital training image: (1) Digital images
were first over-segmented with the use of 10,000 superpixels with the function superpixels in
MATLAB. This greatly reduces the computation complexity, since the model is provided features
for 10,000 superpixels rather than features for ~1 million individual pixels. The number of
superpixels was decided by visually inspecting images segmented using varying numbers of
superpixels to find the number that best captured the edges of the surface ice. The superpixel
algorithm is applied to the Gaussian smoothed image created with imgaussfilt3 for each training
image so that noise is reduced and boundaries are found more accurately. Figure 6 shows an
example of a training image segmented into 10,000 superpixels and the zoomed section showing
a magnified view of a single pan was be used to assess the quality of the edge detection. (2)
Training images were then converted into HSV colour space with the rgb2hsv function in
MATLAB. The HSV colour space was chosen since it gave the best prediction results for the
digital images used in this study when compared to the RGB and LAB colour spaces. (3) The
statistical features of each superpixel and the corresponding binary value (i.e. 0 or 1) were
extracted from each digital image. Each superpixel correlates to one row in the training matrix
with 33 features. There were 11 features calculated for each colour channel (hue, saturation, and
value) in a superpixel. These features were the mean, standard deviation, max, min, median, rootmean-square, skewness, kurtosis, variance, and normalized x and y median values of the pixels
contained in each superpixel. The supervised SVM was trained using the constructed training
matrix and accompanying binary solution vector with the fitcsvm function in MATLAB.

Once the model was trained, the predict function in MATLAB was used to predict binary images
for new digital images. In order to predict the binary image for a new digital image, the input data
observation matrix needs to be constructed using the exact steps as were used in model training
(i.e. a matrix of superpixel statistics containing 33 features). A matrix with superpixel features was
created for each image, processed with the predict function and then a binary image was
constructed from the predicted binary labels.
It was observed that predicted binary labels for superpixels were occasionally mislabeled. These
mislabeled superpixels appeared as holes within the ice cover or as scattered small ice pans.
Morphological operations were performed to fill in these holes within ice covers and to remove
these small ice pans. It was determined by trial and error that the most accurate binary images were
produced when holes with at least 5000 pixels were filled and ice pans smaller than 250 pixels
were removed; this process is illustrated in Figure 7.
5. Results and Discussion
The trained SVM was validated by comparing predicted concentrations for 50 random images,
from the two winters, with concentrations calculated from binary images created by basic colour
thresholding and then manually corrected in GIMP. Figure 8 shows the comparison of the
manually calculated surface ice to the predicted surface ice concentrations using the SVM (with
and without morphological operations) and four additional thresholding techniques for
comparison. Table 1 summarizes the results of 6 different image segmentation techniques,
including the SVM with and without morphological operations. The four additional thresholding
techniques included: (1) automated local thresholding with adaptthresh in MATLAB, (2)
automated global thresholding using Otsu`s Method with graythresh in MATLAB, (3) manual
global thresholding, and (4) constant thresholding.
Image segmentation results are determined by how well the slope of the best fit line compares to
the desired 1:1 fit (i.e. manual and predicted concentrations should be equivalent), the average
absolute difference in predicted concentrations, and the Jaccard Index (Jaccard, 1908). The Jaccard
Index is a popular method for determining the accuracy of image segmentation results, and is
determined by,

J ( A, B) =

A∩ B
A∪ B

(1)

where, |A ∩ B| is the intersection of the segmentation results and the manually created binary
image, and |A ∪ B| is the union of the segmentation results and the manually created binary image.
If the segmentation results are exact then the intersection and union of the segmentation results to
the manually created image would be equivalent and the Jaccard Index would be unity or 100%
accurate. Overall, the SVM outperformed all other automated types of image segmentation and

gave similar results to manually selecting a global threshold for each image. The morphological
operations enhanced the prediction results of the SVM as well. The average accuracy (Jaccard
Index) for the 50 validation images was 82% and 87% for the SVM with and without
morphological operations, respectively. Other automated thresholding methods ranged from 62 to
75% average accuracy. The average absolute difference for the SVM was also lower than any other
method and shows the SVM is capable of predicting concentrations within ~2% of the
concentration determined from manually created binary images. Other automated thresholding
methods predicted concentrations with an average absolute difference from 8.9 to 12.4%. The best
fit line determined for the SVM predictions, with or without morphological operations, was also
closest to the desired 1:1 fit with slopes of 0.9539 and 1.0164, respectively. The slope determined
for best fit lines for three other automated thresholding techniques ranged between 0.6556 and
0.7348.
Although, manual selection of a global threshold gives similar results to the SVM, this type of
image segmentation is discouraged. Manually selecting a threshold for each image is timeconsuming and the results are subjective or user dependent. Russ (2007) claims that selecting
thresholds manually is “responsible for more problems in subsequent image analysis than any other
cause.”
Another noteworthy result for the SVM is how well it adapts to new lighting or ice conditions. A
new digital image with lighting or ice conditions that were untrained in the SVM often produces
incorrect prediction results. However, with minimal training this can be easily corrected. Figure 9
shows an image that was initially processed with the SVM that had no similar training images and
the prediction results after adding only five similar training images. This type of adaptability is not
seen in other automated thresholding techniques since they cannot be trained.
6. Conclusion
An improved image segmentation method was utilized to process digital images of surface ice
conditions during an anchor ice release event. The trained SVM with morphological operations
predicted total surface ice concentrations with an average accuracy of 87%. Other automated
methods, such as global, local, and constant thresholding were compared. Overall, the SVM
outperformed all other automated methods in terms of average accuracy, average absolute
difference in predicted concentration, and the slope of the best fit line. The SVM slightly
outperformed the manual global thresholding technique as well. The developed SVM is an
objective, highly accurate and automated image segmentation technique for predicting surface ice
concentrations for a wide variety of ice conditions and lighting conditions that adapts well to new
images with minimal training.
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Figures

Figure 1. Map of the North Saskatchewan River showing the Genesee UAV flight location and
the two game camera deployment sites on the Fort Edmonton Footbridge and Dudley B. Menzies
Bridge (image courtesy of V. McFarlane).

Figure 2. Map of the Peace River showing the Dunvegan Boat Launch and Shaftesbury Ferry
Crossing UAV flight locations (image courtesy of V. McFarlane).

(a)
(b)
Figure 3. Digital image showing the mounting bracket for game cameras on (a) the Fort
Edmonton Footbridge and (b) the Dudley B. Menzies Bridge to capture images of surface ice
conditions during freeze-up on the North Saskatchewan River.
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Figure 4. Examples of varying illumination and ice conditions in SVM training images from (a)
November 30, 2016 on the North Saskatchewan (taken with a game camera) and (b) January
14th, 2015, (c) January 21, 2016, and (d) January 23, 2016 on the Peace River (images b, c & d
were taken with the UAV).
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Figure 5. Examples of raw digital images of surface ice conditions (a, c) and their binary
solutions (b, d) taken on (a, b) January 14th, 2017 and (c, d) January 21st, 2016.

Figure 6. Digital image of a training image segmented with 10,000 superpixels and a magnified
section showing the edge detection capabilities of the superpixel algorithm.
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Figure 7. Digital images showing the (a) original raw image acquired with the UAV, (b)
manually created binary image, (c) original SVM predicted binary image, and (d) final SVM
predicted binary image after morphological operations.
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Figure 8. Comparison of manually determined concentrations to predicted concentrations
obtained from (a) the SVM without morphological operations, (b) the SVM with morphological
operations, (c) automated local thresholding, (d) automated global thresholding, (e) constant
thresholding, and (f) manual global thresholding. The red dashed line indicates the line of best fit
for each thresholding technique, and the black line indicates the desired fit.
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Figure 9. (a) Raw digital image taken with the UAV on January 15 , 2017 on the Peace River,
(b) the corresponding binary solution from the untrained SVM, and (c) the corresponding binary
solution from the trained SVM.

Tables
Table 1. Summary of the statistical comparison between surface concentrations predicted using
different techniques and manual predictions for 50 validation images.
Thresholding Method
SVM Prediction (Morphological Operations)
SVM Prediction (No Morphological Operations)
Manual Global Thresholding
Automated Local Thresholding (Otsu's Method)
Automated Global Thresholding
Constant Thresholding

Slope of
Best Fit
Line
1.0164
0.9539
0.8926
0.7348
0.6787
0.6556

R2
0.9879
0.9855
0.9755
0.8879
0.8858
0.8773

Average
Absolute
Difference
1.9%
2.4%
3.7%
8.9%
11.7%
12.4%

Average
Jaccard
Index
87%
82%
86%
75%
62%
64%

